An International Comparative Study of Artificial Neural Network Techniques for River Stage Forecasting

ANNEXG - Artificial Neural Network Experiment Group

Introduction
Since the early 1990s over 150 papers have been published discussing the application of artificial neural networks (ANNs) to the problems of hydrological modelling.  Despite this extensive literature base, a common set of operational methodologies has still to emerge, although some attempts have been made to define one (Dawson and Wilby, 2001).  In addition, the extensive range of different types of network, training algorithms and software tools available, means that a standard implementation of this kind of model has not emerged and the application of these models in real time is still awaited.

In order to explore and evaluate the approaches that different neurohydrologists employ, an inter-comparison exercise was established.  This exercise involved the dissemination of a benchmark catchment data set to seventeen neurohydrologists world wide.  Each was given the freedom to develop up to two ANN models for t+1 and t+3 days ahead forecasting in an unknown catchment.  An additional motivation for this exercise was to investigate the potential of ensemble forecasting to improve forecast accuracy and, taking this work further, using ensembles to provide confidence in modelling performance.
Catchment description

Table 1 provides important hydrological statistics of the river catchment in central England which formed the basis of this exercise. The modelling was undertaken ‘blindly’ by all participants in order that none were disadvantaged through lack of first hand knowledge of the catchment. The site receives on average 700 mm of precipitation per year, distributed evenly across the seasons. However, the drainage network is restricted to the lowest part of the catchment, and comprises an ephemeral system of small inter-connected ponds and subsurface tile drains. Furthermore, a network of naturally occurring soil pipes, about 50 cm below the surface, promotes rapid lateral flow during winter storms. The flow regime, therefore, ranges from zero flow during dry summer months to a ‘flashy’ response following rainfall (and occasional snow-melt) events in winter.

Table 1  Case study catchment descriptors

Catchment area (Ha)
66.2

Elevation (m)
150–250

Geology
Pre–Cambrian outcrops comprising granites, pyroclastics, quartzites and syenites

Soils
Brown rankers, acid brown soils and gleys

Land–use
Bracken heathland (39%), mixed deciduous woodland (28%), open grassland (23%), coniferous plantation (6%), open deciduous and bracken under–storey (2%), surface waters (<1%), urban (<1%)

Annual rainfall (mm)
700

Annual runoff (mm)
120

Runoff (%)
17

Drainage
Mainly open channel, with tile drains and soil piping at 50cm.

Benchmark data set

Three years of daily data were made available in this study.  These data included stage (mm), precipitation (mm) and maximum daily air temperature ((C) for the period 1 January 1988 to 31 December 1990.  The data contained some missing values for each of the three variables; represented in the data set as -999. Two years of data were provided for calibration (1989, 1990) and one year for validation (1988).  1988 was chosen as the validation period as this contained values outside the calibration range and thus provided a severe test of modelling skills.

Experiments

Of the seventeen neurohydrologists originally contacted to take part in this study, fourteen produced models using the benchmark data set (see Appendix).  Table 2 summarizes the different approaches used by participants in this study.  The table shows the variation in software employed - from off-the-shelf packages, such as SNNS (Stuttgart Neural Network Simulator) and the Neural Network Toolbox for MATLAB, to software written by the participant in languages such as C, C++, Fortran and Pascal.  The majority of participants employed a Multi Layer Perceptron (MLP; 92%) with only two opting for the less popular RBF (Radial Basis Function) and FIR (Finite Impulse Response or Time Delay Neural Network; Campolucci and Piazza, 1999) network solutions.  A number of neuron activation functions were used, although the majority of models employed Sigmoid or Hyperbolic Tangent functions.  Data were normalised/standardised in a variety of ways with most participants opting for either [0,1] or, to aid generalisation, [0.1,0.9].

The decision as to when to terminate training was usually based on cross validation with a subset of the calibration data (for example, using 1989 for training and 1990 for cross validation).  In some cases a fixed number of epochs were used or training was terminated when the mean squared error (MSE) reached a certain level (for example, 0.001 mm).  


A number of approaches were used to pre-process the data and identify suitable predictors for the models.  In the simplest cases, antecedent precipitation (P), stage (S) and temperature (T) values were used (ranging from t-1 to t-30 days beforehand).  More complex pre-processing led to additional predictors such as seasonal Sin and Cos clock values (see Abrahart and Kneale, 1997), missing data identifiers (Miss), moving averages (MA), derived variables (for example, S minus T), and weighted precipitation (over a seven-day period).


Finally, a cross section of training algorithms were employed.  The most popular algorithm was Backpropogation (BP; used in 54% of cases); others included Bayesian Regularisation and Levenberg-Marquardt Optimisation (LMO), Conjugate Gradients and Causal Recursive Backpropogation (CRBP).

Table 2  Summary of different approaches used in the study

Software Used
Braincel, C, C++, Fortran , MATLAB  Neural-Network Toolbox, NeuroGenetic Optimizer, NeuroShell2, NeuroSolutions, Pascal, SNNS v4.2
Network Types
MLP, FIR, RBF

Activation Functions
Logistic Sigmoid, Bipolar Sigmoid, Hyperbolic Tangent, TanSig, Linear, Gaussian

Normalisation/

Standardisation
X/Xmax, [0,1], [-0.5,0.5], [0.1,0.9], [-1,1], Normalised, Natural Log then [0.1,0.9]

Stopping Criteria
Cross validation, MSE, Fixed Period

Predictors
P(t-1, . ., t-30), S(t-1, . ., t-30), T(t-1, . ., t-30), Predicted S(t-1), Sin, Cos, Miss, P-T, S+P, S-T, MA(P-T), MA(S+P), MA(S-T), MA(P),MA(S), MA(T), Weighted P(7), Weighted P(7)/T

Training Algorithms
BP, Bayesian Regularisation and LMO, Cascade-Correlation, CRBP, Fast BP, Conjugate Gradients, Single Value Decomposition

It is noted that no comparisons have been made with alternative physical, conceptual or empirical rainfall-runoff models.  The purpose of this study was not to compare results with other approaches but to compare alternative neural modelling approaches with one another as part of a learning exercise.
Missing data

A number of approaches were taken to handle missing data with varying degrees of success.  The simplest approach, used by four of the participants, was simply to ignore any days that contained missing data. While this is a straightforward solution, one must question the acceptability of such an approach for real time implementation if the model cannot provide a prediction when data are unavailable (for example, if a rain gauge should fail).

As an alternative, a number of participants attempted to infill missing values using various algorithms.  For example, in two cases, precipitation was assumed to be zero during days when rainfall data were unavailable.  Other participants replaced values with averages (either the average of the previous and following day, or average monthly values) and one participant replaced missing stage and temperature data with the previous day's value. An alternative solution employed by one participant involved the use of an additional input driver called a 'missing data identifier'.  This was set to zero when all predictors were available, and to one when one or more predictors were missing.  Thus, during calibration it was anticipated that the neural network model would 'learn' to deal with missing inputs having been warned that data were missing by the extra input parameter.  However, results from this approach were rather disappointing as the additional predictor seemed to do little more than over-parameterise the model.  For a more detailed discussion on data infilling procedures the reader is directed towards texts such as Govindaraju and Rao (2000) and Khalil et al. (2001).
In order to perform a fair comparison, it was decided that all models would be validated with respect to a subset of the validation period that contained no missing data.  This ensured that some models were not penalised for (perhaps) producing poor predictions when data were missing while other models, that made no predictions during this time, were not.  Some credit should be given to those models that did make predictions during periods of missing data - as would be required in real time.

Error measures

There is a general lack of consistency in the way that rainfall-runoff models are assessed or compared (Legates and McCabe, 1999) and one should not rely on individual error measures when assessing ANN model performance (Dawson and Wilby, 2001).  Because of these considerations a number of complementary error measures have been used in this study.  For example, RMSE (Root Mean Squared Error), which is used in many studies and provides a good measure of fit at high flows (Karunanithi et al., 1994).  CE (Coefficient of Efficiency) and r2 (r-squared) are independent of the scale of data used.  MAE (Mean Absolute Error), which is not weighted towards high flow events, and AIC and BIC criteria which penalise models that are over-parameterised.  In addition, because the data contained some periods of zero flow, three other error measures were introduced - Good, Bad, and Missed.  Good was a count of the number of times (days) that a model's prediction of zero flow coincided with an observed zero flow.  Bad was a count of the number of days that a model predicted zero flow when there was observed flow. Missed counted the number of days when a model predicted flow when there was no observed flow in the catchment.  In this study there were approximately 60 days of zero flow during the validation period so a perfect model would have a Good, Bad, Missed score of 60, 0, 0 respectively. 

Results

Table 3 provides the summary statistics of the one-day ahead models and Table 4 the results of the three-day ahead models for the validation period.  For each participant (A to N), the most accurate of the two submitted models (a and b) are presented (based on the above error measures).  The tables also show the structure of the networks and the number of parameters in each model.  In Tables 3 and 4 the best result has been underlined in each case.

For the one-day ahead model (Table 3), all models have a CE score of at least 92% which, according to Shamseldin (1997), is 'very satisfactory'.  This accuracy is mirrored with the other statistics presented; for example, RMSE is at worst 1.52mm, MAE is at worst 0.82 mm and r2 is at worst 92.4%.  What is perhaps disappointing are the Good, Bad and Missed statistics that show a number of models predicting flow in the catchment when no flow was observed.  However, inspection of the data shows that quite often these predictions are only marginally greater than zero (less than 1 mm).  The AIC and BIC criteria show much more variation between models due to their weighting towards the number of parameters each model uses.  In this case, for example, while model Ja is one of the more accurate models based on the CE and MAE statistics, it comes out worst with both the AIC and BIC measures.  Ja in this case is heavily penalised because of its 'excessive' use of parameters; 449 compared to the most parsimonious model, Ia, which had only 11 parameters.
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Figure 1  Validation results for Fa t+1 model

It should be noted that no one model is the 'best' for all measures, although in this case, Fa appears to be most accurate when viewing the CE, MAE, r2 and AIC statistics (the validation hydrograph for this model is shown in Figure 1).  Fa was an MLP model, trained using backpropogation, with sigmoid activation functions throughout, using antecedent stage, precipitation and temperature as predictors (t-1 day in all cases).  The 'weakest' model, with respect to RMSE, CE, MAE and r2, is Na which was an RBF network optimised using K-Means clustering and single value decomposition.  However, the statistics for this model are broadly in line with the other models and, because of the nature of the RBF network, the model was produced very quickly.

Table 3  Results of one day ahead models

Model
Structure
Parms
RMSE
CE
MAE
r2
Good
Bad
Missed
AIC
BIC

Aa
9-7-1
78
1.5075
0.9232
0.8175
0.926
0
0
61
277
564

Ba
17-3-1
73
1.3469
0.9385
0.6623
0.938
12
0
50
230
496

Cb
9-15-1
166
1.3065
0.9437
0.6935
0.944
26
0
36
409
1018

Da
6-8-1
65
1.3359
0.9407
0.6672
0.941
32
1
29
214
453

Eb
2-7-1
113
1.3146
0.9403
0.6464
0.941
18
0
44
306
722

Fa
3-5-1
26
1.1562
0.9556
0.4793
0.956
14
0
46
95
191

Gb
2-10-1
41
1.3845
0.9369
0.6485
0.938
40
1
22
179
331

Ha
42-5-1
221
1.1457
0.9433
0.7073
0.944
18
0
44
479
1274

Ia
3-2-1
11
1.4052
0.9339
0.6685
0.934
0
0
62
123
164
Ja
15-14-14-1
449
1.3054
0.9425
0.6573
0.945
7
0
55
977
2632

Ka
7-7-1
64
1.2649
0.9447
0.6141
0.946
10
1
52
197
432

La
5-3-1
22
1.3691
0.9380
0.6627
0.938
38
1
23
140
221

Ma
6-5-1
41
1.3050
0.9415
0.6304
0.944
15
0
36
152
298
Nb
9-25-1
250
1.5202
0.9237
0.8234
0.924
18
0
44
620
1535

Summary












Min:
2 inputs
11
1.1457
0.9232
0.4793
0.924
0
0
22
95
164
Max:
42 inputs
449
1.5202
0.9556
0.8234
0.956
40
1
62
977
2632
Table 4, which presents the results of the three-day ahead models, also shows little variation between all the results when evaluated with the standard error measures.  For example, RMSE ranges from 1.89 mm in the best case (model Fa, an MLP constructed as before) to 2.35 mm in the worst case (model Na, an RBF constructed as before); CE ranges from 81% in the worst case (model Aa) to 88% in the best case (Fa).  According to Shamseldin's CE criteria (1997) all these models are 'fairly good'.  Similar disappointing results to the one-day ahead models for the Good, Bad, Missed statistics are noted.  AIC and BIC criteria have also penalised those models that are possibly over-parameterised.

Table 4  Results of three day ahead models

Model
Structure
Parms
RMSE
CE
MAE
r2
Good
Bad
Missed
AIC
BIC

Aa
12-6-1
85
2.3435
0.8111
1.3479
0.815
13
4
48
419
731

Bb
14-4-1
72
2.1544
0.8437
1.2575
0.844
8
1
54
357
618

Cb
9-3-1
34
2.1901
0.8424
1.2444
0.850
17
1
45
293
417

Da
6-5-1
41
2.1154
0.8524
1.1710
0.854
6
2
55
295
444

Eb
2-5-1
61
2.1955
0.8346
1.3612
0.839
0
0
64
354
579
Fa
3-9-1
46
1.8906
0.8792
0.9287
0.884
53
1
7
280
449

Ga
2-2-1
9
2.2415
0.8341
1.2464
0.835
0
0
64
257
290

Ha
46-4-1
193
1.9550
0.8298
1.3187
0.842
5
1
59
567
1262

Ib
2-2-1
9
2.1710
0.8428
1.2141
0.843
0
0
64
250
283

Jb
15-9-9-9-1
334
2.0639
0.8538
1.1388
0.857
2
0
62
882
2113

Ka
7-7-1
64
2.0733
0.8512
1.0869
0.855
4
0
60
342
577

La
3-3-1
16
2.2429
0.8318
1.1916
0.833
10
2
51
276
335

Ma
5-5-1
36
2.1525
0.8399
1.1169
0.846
0
0
58
282
412

Nb
9-25-1
250
2.3489
0.8487
1.4346
0.821
7
1
55
747
1663

Summary












Min:
1 input
9
1.8906
0.8111
0.9287
0.815
0
0
7
250
283

Max:
46 inputs
334
2.3489
0.8792
1.4346
0.884
53
4
64
882
2113

Ensemble forecasts

One of the advantages of producing several models is that between them, they should be able to produce more accurate ensemble forecasts than individual models can achieve (see See and Abrahart, 2001).  For example, taking the mean of every model's prediction each day during the validation period, the resultant ensemble forecast shows strong correlation with observed stage for both t+1 day ahead and t+3 days ahead (see Table 5).  It is noted that the Missed statistic in this case is large because the mean of several forecasts is invariably greater than zero.  

A similar approach, that is sometimes used, is to take a mean of all model forecasts that is weighted according to each model's correlation coefficient rather than treating all models equally as in the previous example.  However, in this case there is very little difference between the correlation coefficients of the models (0.96 to 0.98 in the t+1 case, 0.91 to 0.94 in the t+3 case) and so a weighted mean is virtually identical to a mean ensemble forecast in which all models are treated equally.

Although statistics for the best individual model produced more accurate results (Best t+1 and Best t+3), one would have more confidence in an ensemble forecast which compensates for the occasional 'poor' prediction of a single model through the combined 'counter-balancing' effects of all other models.   In addition, using the standard error of the mean predication, one can provide confidence limits on the ensemble forecast produced (which is beyond the scope of this paper, but see Dawson et al. 2002).

Table 5  Results of ensemble forecasts

Model
RMSE
CE
MAE
r2
Good
Bad
Missed


Mean t+1
1.2231
0.9505
0.5923
0.952
7
0
54



Mean t+3
2.0247
0.8632
1.0968
0.866
0
0
64

Chosen t+1
0.5467
0.9893
0.1572
0.992
61
0
0


Chosen t+3
1.2447
0.9483
0.3994
0.957
64
0
0

Best t+1
1.1457
0.9556
0.4793
0.956
40
0
22

Best t+3
1.8906
0.8792
0.9287
0.884
53
0
7


If, for each day, one selects which of the fourteen models' predictions to use (i.e. the model that predicts observed stage most accurately), a very accurate ensemble model is produced.  For example, using this technique for the validation period, the resultant ensemble forecast for t+1 day ahead has a RMSE of 0.5457 mm, and a CE of 0.9893 (see Chosen t+1 in Table 5).  For t+3 days ahead these statistics show a RMSE of 1.2447 mm and a CE of 0.9483 (see Chosen t+3 in Table 5).  These 'chosen' ensemble models are by far the most accurate of all the models produced in this study.  However, how one chooses which of the fourteen models to use on a daily basis in real time is not obvious.  Furundzic (1998), for example, used a Self Organising Map (SOM) to 'filter' data to different MLPs such that one MLP would be 'activated' depending on the daily conditions.   See and Openshaw (1998) used a similar approach with a SOM directing data towards different MLPs depending on the catchment response. Other approaches were explored by See et al. (1998) who used a Bayesian approach to select which model to use based on performance at the previous time step.  See et al. (ibid) also explored the use of fuzzy logic if-then-else rules to select which model to use.  Another technique is to use the model that was most accurate on the previous day.  Although a number of approaches have been proposed, there is still no common, accepted methodology for ensemble forecasting and there is much scope for further research in this area.

Conclusions

This study has enhanced collaboration between scientists in this promising field of research and the results, like many other studies before, show the potential benefits of neural network rainfall-runoff models.

There was broad variation in approaches used to develop models for the unseen catchment - but little difference in the accuracy of the models produced by each participant.  This raises two issues.  First, was the data set sufficiently 'complex' to test or 'stretch' the participants?  If so, is the additional work that was undertaken in preprocessing the data or developing more complex models worthwhile when models that are 'just as good' can be produced more easily?  It is possibly the case that the models (even the most simple) were over-parameterised and, as such, were able to model the rainfall-runoff relationship accurately.  This is borne out in the validation results of two simple multiple linear regression models.  In the t+1 day ahead case, it was possible to construct a simple linear model with four parameters with validation results of 93.6% for CE, a RMSE of 1.38 mm, and an r2 value of 93.6%.  For a simple t+3 day ahead model (with only three parameters), CE was 82.8%, RMSE was 2.29 mm and r2 was 82.9%. These results are in line with the results from the (more parameterised) ANN models.  It is difficult to draw conclusions from a single case study such as this and it is intended that another set of experiments, with a more varied data set, be undertaken in due course. 

From this comparative study a number of areas of further work have been identified.  First, more exploration of ensemble forecasts and associated confidence limits is required.  Second, from the number of approaches used by the participants it is clear that there is no common method for preprocessing data (in terms of identifying suitable predictors and splitting data into training and testing sets), or for handling missing data.  There is much scope for establishing a series of guidelines in these areas.  Finally, because of the complexities and diversity of the available ANN models, no core method has become established that the hydrological community can become familiar with and gain confidence in.  The equifinality of ANNs means that neurohydrological models can be 'accidentally' successful which leads to a lack of confidence in such modelling techniques.  This is analogous to the criticisms directed towards conceptual models used by hydrologists during the 1970s (Beven, 2001).  Similar to these models, more work is needed to establish the ANN as an acceptable tool within the hydrological sciences, leading to their successful implementation in real time applications.

Further projects of this nature will be undertaken and benchmark data sets for comparative studies are required.  Those wishing to take part in a follow-up study, or with benchmark data that could be used, should contact Dr C.W. Dawson at the address given in the Appendix or via email at C.W.Dawson1@lboro.ac.uk.
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